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Abstract. In this work, we propose the use of thermal vision sensors
to estimate the frontal body landmarks of an inhabitant. The use of
thermal sensors is being promoted to collect human patterns while pro-
tecting inhabitants’ privacy in smart environments. On the other hand,
deep learning approaches have provided encouraging results in estimat-
ing body, hand and facial landmarks. Here, we present a residual neural
network which produces body landmarks from images collected by a low
cost thermal sensor. In order to solve the problems of capturing and
labeling data, which hinder learning in deep learning models, we pro-
pose an auto-labeling approach with dual visible-spectrum and thermal
cameras, including the recognition of keypoints by the OpenPose model.
A case study developed with four inhabitants in different poses shows
encouraging results.

Keywords: Thermal sensor · Residual neural network · Body
landmark

1 Introduction

Smart environments enable monitoring of human activities in an increasingly less
invasive way [2]. They have the potential to improve the quality of healthcare and
social services whilst allowing people to live independently at home and social
centres in a secure and controlled way [7]. Smart environments are supported by
the integration of sensors in the related field of Internet of Things (IoT) [1]. First,
binary sensors were deployed as low-cost devices to collect human interactions
in spaces and with objects within smart environment settings [20]. Next, wear-
able devices were applied to provide a first-person perspective of human activity,
enabling recognition of activities and gestures in Activity Recognition [22] using
mainly inertial sensors. New trends have incorporated vision sensors, which have
been proposed together with computer vision models to analyse visual observa-
tions for pattern recognition in inhabitants [34]. More recently, thermal vision
sensors have been proposed because they offer a degree of privacy not provided
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by traditional camera methods, as occupants cannot be identified. This app-
roach has the potential for a more positive acceptance than standard vision
cameras [28].

The proliferation of deep learning approaches has enabled state-of-the-art
sensor processing in activity recognition [31]. In the context of computer vision,
deep learning drives the most prominent cases and results [30]. In this work,
real-time multi-person 2D estimation of body landmarks has been achieved using
complex structure models in the visible spectrum combining deep learning and
affinity part methods [4]. The results have been promising.

Additionally, residual networks [10,32] have been successfully applied in
many computer vision and natural language processing tasks, achieving state-of-
the-art performance with deeper and wider architectures and with a low number
of configuration parameters based on the creation of residual blocks with pre-
defined inner-layers.

Moreover, in order to avoid learning from scratch, we propose combining
learning from visible spectrum models for landmark estimation. To this end,
domain adaptation methods are proposed to map between the source and tar-
get data distribution [24]. This approach has been proposed in several visual
applications [6] and IoT sensors in smart environments [25].

The aim of this work is to compute the 2D estimation of frontal body land-
marks from thermal sensors using the labeling of a different domain, which is
thermal vision frames. We propose using a lighter Neural Network which can
be deployed in IoT boards. The extension of this initial approach will serve as
base for solving complex deployments in real-time conditions with occlusions,
identifications of partial body parts and individual segmentation.

In order to reach this outcome, our approach is based on following key points:

– To collect a straightforward dataset, a pair of vision devices is proposed,
integrating a thermal and visible-spectrum sensor. An IoT board is embedded
with the dual vision devices to store paired images from both domains.

– OpenPose model is applied over the frames from the visible-spectrum sensor
to obtain the body landmarks. The body landmarks proposed are MPI key-
points which describe the body’s pose using 15 keypoints. These keypoints
of body landmarks generated by OpenPose provide an automatic labelling of
images representing the ground truth to be learned by the neural network
model.

– A Residual Neural Network designed for this work is proposed to develop a
regression of the body landmarks. The input of the model is composed of
thermal vision images and the labeling is represented by 30 values of MPI
keypoints computed by OpenPose, respectively.

The remainder of the paper is organised as follows: In Sect. 2, we review
related works and methodologies; in Sect. 3, we describe the devices, architecture,
and methodology of the approach; in Sect. 4, we present the results of a case
study; in Sect. 5, we detail our conclusions and ongoing work.



332 A. Polo-Rodŕıguez et al.

2 Related Works

The emergence of thermal vision sensors is an excellent non-invasive and privacy-
friendly approach to monitor people in their homes [8]; [21]. However, most
work in the scientific literature makes use of visible-spectrum sensors, due to
the encouraging performance of deep learning in multimedia data analysis using
IoT [12]. However, many concerns around privacy have been raised by their
deployment indoors [26].

For the acceptance of such technologies to be possible, it is essential to present
the user with a scenario where they feel safe [16]. In this work, we have opted
for an IoT device that integrates a dual vision/thermal sensor that offers greater
guarantees regarding the user’s privacy, depending on the context and sensitiv-
ity. Moreover, thermal sensors almost completely solve the problems related to
light and shadows presented by visible-spectrum cameras [9]. In fact, numerous
proposals have recently appeared where these devices stand out for their perfor-
mance, mainly in fall detection [20] and activity and pose classification [18].

If we delve into landmark estimation, in the scientific literature we can find
multiple examples of their use with visible-spectrum sensors such as Kinect [14].
Estimating these landmarks in the human body is very tedious, as existing
datasets include incomplete annotations, leading to the assembly of different
deep models trained independently on different datasets [15]. This reality is
compounded by differences in the patterns collected between visible-spectrum
images and thermal images, which means that visible-spectrum models cannot
be applied to thermal images with great results. This makes it even more diffi-
cult to find scientific proposals that make use of thermal vision sensors for pose
estimation.

The use of deep learning models is the best-performing method for this pur-
pose, mostly with the use of lightweight and fast CNNs [19]. In fact, OpenPose
has been the first real-time multi-person system to jointly detect human body,
hand, facial, and foot keypoints (in total 135 keypoints) in single images, and has
been used in numerous proposals with excellent results [3]. Such is the impor-
tance and impact of lightweight models such as OpenPose for IoT and real-time
devices, that networks have already been proposed that improve its performance
by estimating all points of the body simultaneously [11] or that have been opti-
mised to be lighter [23].

3 Materials and Methods

This section presents a novel method to estimate the landmarks of a body using
a thermal camera. The estimation of landmarks or points of interest has been
covered extensively in the scientific literature on visible-spectrum vision sensors.
The reason for including a landmark estimation method based on thermal cam-
era images is to address privacy concerns. Such concerns are especially relevant
when it comes to vision sensors deployed in hygienic environments and in domes-
tic environments in general, where they should not capture as much sharpness
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or resolution. However, due to differences in the patterns collected, models for
estimating landmarks based on the visible spectrum have not achieved robust
results when applied to the thermal domain.

3.1 IoT Device with Dual-Vision Thermal and Visible-Spectrum
Sensors

To carry out the data collection and paring of images from the visible spectrum
and the thermal domain, we have designed an IoT device consisting of a thermal
vision sensor and a visible-spectrum sensor directly connected to a Raspberry
Pi 4. It is described below:

– The visible-spectrum sensor selected is Raspberry Pi NoIR Camera
Module V2. It is a low-cost sensor (around e30) that is able to take images
in the dark because it does not use an infrared sensor (NoIr = No InfraRed)
(Fig. 1).

Fig. 1. Raspberry Pi NoIR Camera Module V2

– The thermal vision sensor selected is FLIR Lepton 3.5, integrated with
the PureThermal 2 Smart IO Module (see Fig. 2), which is a hackable
USB thermal webcam for the FLIR Lepton thermal imaging camera core. It
is a Long Wavelength Infra-Red camera that captures accurate, calibrated,
non-contact temperature data at every pixel of every image and is priced at
around e350.
Both cameras collect 160 × 120 pixel images through a Python application
that has been implemented, so the data collection is performed simultaneously
on both devices. Figure 3 shows the final configuration of the devices with a
case modeled for a 3D printer.
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Fig. 2. PureThermal 2 Smart I/O Module + FLIR Lepton 3.5

Fig. 3. (Left) Raspberry Pi NoIR Camera Module V2 (Right) PureThermal 2 Smart
I/O Module + FLIR Lepton 3.5 (Back) Raspberry Pi 4

3.2 OpenPose Auto-Labelling, Homography Calibration, Data
Augmentation and Data Pre-processing

The use of deep learning models to perform this estimation of landmarks is the
method with the best performance [5]. One problem with deep learning models is
that they need a large amount of data for learning. This required a huge data set
where each thermal image would also have to be labeled by a human observer.
To solve this problem, we propose a novel self-labeling system in the learning
phase (not in the final deployment phase):

– IoT device with dual-vision thermal and visible-spectrum sensors collect
paired images. A fuzzy membership function µN(xi) is applied on the pix-
els xi of the thermal data: i) to normalize data between [0,1], and ii) to
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remove background noise (Fig. 4). This pre-processing step outperforms the
learning of the network using raw thermal images. The membership function
is defined by a left trapezoidal shape to normalize and remove background
context from raw thermal pixels:

µN(x) = TL(x)[l1, l2] =

⎧
⎪⎨

⎪⎩

0 x ≤ l1

(x − l1)/(l2 − l1) l1 ≤ x ≤ l2

1 l2 ≤ x
– Labeling of the visible-spectrum image is included using stable deep learning

models: OpenPose [4].
– Labeling of the visible spectrum is related to the thermal camera using homog-

raphy H.
– The process is repeated collecting samples in a domestic environment auto-

matically in real time (with various poses and the user).

Fig. 4. Background segmentation

First, OpenPose developed an estimation of body landmarks from the visible-
spectrum sensor images using the 15 keypoints approach developed in MPI.
Specifically, we used the MPI model with 4 stages: a variation of the MPI model
with the number of CNN stages reduced to 4, which is faster but less accurate for
real-time purposes. This automatic labeling represents the ground truth which
will be learned by the residual neural network.

Second, homography estimation between thermal and spectrum visible
images was computed using the Ransac method [17]. So, from paired thermal
and visible-spectrum images, we selected 10 related keypoints in the image which
correspond to the same location. The homography between both cameras was
performed with a manual selection of related points. Next, the Ransac method
computed the homography which was applied from visible spectrum to thermal
to obtain an accurate relation of keypoints.

Third, a data augmentation method [27] allowed us to solve the problem of
learning with large volumes of labeled data. In this case, we carried out a data
augmentation process, where each original image was transformed to generate sev-
eral synthetic images. The method consisted of scaling, horizontal and vertical flip,
rotation and translation of points of the original image. These rotation, transla-
tion, and scaling processes are performed in random parameters and must applied
to the final homography for the labeling and source images to be correlated.
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Figure 5 shows an example of data augmentation for the same image:

Fig. 5. Original image and synthetic image generated by data augmentation along with
related landmarks

3.3 Residual Neural Network Configuration

In this section we describe the modeling of the residual neural network which has
been developed and optimized for this work. The following key points are high-
lighted: i) it is a lighter model to be deployed in non-deep design IoT boards. ii) it
includes a dropout layer in residual blocks to avoid overfitting. iii) a progressive
multi-layer regressor has been developed from flatten layer to 30 values which
represents the coordinates x, y of 15 MPI keypoints from the body landmarks.

The estimation of the landmark points is computed as a regression (15 points
of x, y coordinates) on an output of 30 values. For this purpose, a residual net-
work model has been proposed [10]. A residual neural network, also well know as
ResNet, is an artificial neural network that is based on pyramidal cell constructs
similar to that of the cerebral cortex. Residual neural networks develop their
architecture by using jump connections or shortcuts to jump over some layers.
Typical ResNet models are implemented with layer breaks that contain value
normalization and filtering. In our case, it was key to provide the dropout layer
in ResNet blocks. Dropout was first introduced in [29] and was then adopted
by many successful architectures, such as [33], in broad models that had a large
number of parameters to prevent feature coadaptation and overfitting.

The creation of the residual networks is done by means of blocks that encap-
sulate the filters and reductions of classic filters. These networks have been some
of the best-performing in pattern recognition. The blocks are built with 2–3 lay-
ers where the final one establishes links (or escapes) between the inputs or the
outputs. In Fig. 6, we describe the block model design for this network.

From these basic building blocks, a multi-block network model can be
straightforwardly designed. In our case we have defined 10 blocks which con-
figure a non-deep network which can be deployed in smart boards in an efficient
way.

In this design, the inputs are 120× 160 images. We designed two models
(A,B) in the configuration of the residual blocks:
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– 2 Conv-2D are applied in model (A) and 3 Conv-2D are applied in model (B).
– Stride is the number of pixels shifts over the input in Conv2D. It is set to

stride = 1 in A) and stride = 2 in the block B). Stride = 2 provides a down-
sampling of the original input size.

– Kernels determine the dimensions of the kernel in the convolution. They are
set to size = 3.

– The number of filters define the number of output channels created after the
kernel is convolved over the input. They are increased from 32 to double size
progressively in blocks.

The creation of the 10 residual blocks are interleaved between models A,B in
the shape A,B, ·, A,B. In Fig. 6, we describe the configuration of residual blocks
A and B.

At the end, the output of the last layer, sized (8, 10, 512), is finally inte-
grated into a normalization layer by an average mean layer (instead of applying
the maximum, like in traditional neural networks). The unrolling of the blocks
generates 17 layers for the creation of final network.

To relate the final abstract output of the last layer with the output, a neural
network which is composed of 3 dense layers has been created. It reduces the
abstract patterns using 2048, 512, 128 neurons up to 30 values of the regression
estimation, which finally configures the values of the positions of the landmarks
(x and y). The total model requires more than 40 million parameters to estimate.

The residual neural network performs learning in a iterative way using mean
square error for rectification and the Adam method as an adaptive learning rate
optimizer [13]. The final configuration of the network is shown in Fig. 6.

Fig. 6. Models (A) and (B) design of residual blocks. Model B develops a downsampling
of input size. (C) Residual neural network based on configuration of blocks A and B
with final optimization layers.
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4 Case Study

In this section, we present the results obtained from the evaluation of keypoints
of an inhabitant’s body landmarks from thermal images. The case study involves
4 participants.

First of all, we have to highlight that a very rapid data collection has been
carried out with the approach proposed in the work. 120 samples were collected
for each participant (a total of 480) performing different frontal poses with ther-
mal vision and visible-spectrum cameras. The participants performed tai chi
exercises over 6 min while the IoT device collected the images at 3-second inter-
vals.

For noise removal, normalization and body highlighting in the thermal
images, a membership function, whose values are l1 = 122, L2 = 255 respec-
tively, was applied on the values of the thermal matrix. The thermal data were
augmented (K = 10 times) and processed with OpenPose to automatically label
the thermal images using the MPI body landmarks format.

A leave-one-out cross-validation was applied to perform the evaluation using
data not observed in the training set. So, the training dataset was collected from
3 participants (360 original frames), which was augmented (K = 10) to obtain
3600 synthetic training frames. The test dataset is composed by the left out
participant (120 original frames).

The residual network model proposed for the keypoints regression has been
compiled for learning in a batch of 64 images, which are loaded in this size of
block and whose weights are optimized at the end of the batch. Learning was
done for a total number of 50 epochs on a computer with a seventh-generation
Intel i7 processor and 16 GB of RAM. It took 12 and a half hours.

The root mean square error (RMSE) measures the deviation of the landmark
values obtained from the ground truth. In Fig. 7, we describe the evolution of
the RMSE in training and testing regarding learning in the residual network
epochs. We can see how the test evaluation error is significantly greater than the
training error, being estimated at RMSE(test) = 2.46 and RMSE(train) = 9.80
in the last epoch.

As the RMSE value is not descriptive enough with respect to the quality of
the visual results, in the Fig. 8 we include some images of the generated model
and the model’s validation of several thermal images to estimate the 15 landmark
points. Classic poses have high accuracy; however, poses with foreshortening are
not well estimated in all the parts of the body.

We note that the testing images were not integrated into the learning process
and the results are very encouraging, especially considering the small number of
images used in the data collection. In future works, data collection from more
users will allow us to establish a more precise model for pose recognition.
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Fig. 7. Evolution of RMSE in training and testing regarding learning in residual net-
work epochs.

Fig. 8. Results

5 Conclusions, Limitations and Ongoing Work

In this work we have presented a residual neural network developed to com-
pute the keypoints of body landmarks of inhabitants. In this approach, for auto
labeling: i) an IoT device with dual-vision thermal and visible-spectrum sen-
sors collect paired images, ii) OpenPose computes MPI landmarks to generate
the ground truth from visible-spectrum images. So, the residual neural network
learns in the new thermal vision domain from the knowledge of the trained
visible-spectrum Open Pose neural network.
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The results are encouraging, achieving high quality estimation; however,
some poses with foreshortening require deep training with additional wider data,
including balancing of poses. We mainly highlight the importance of including
dual-vision sensors in an IoT board and a data augmentation method to col-
lect a significant amount of high-quality data in a few minutes. This could be
expanded further by collecting a larger dataset with different users and poses in
heterogeneous contexts.

Finally, in order to obtain a model as robust as OpenPose for thermal vision,
some limitations of the work have to be worked on in future works. First, poses
are frontal, without being affected by occlusion or segmentation of the inhab-
itant’s image. Second, multi-occupancy is not supported. These shortcomings
will need to be addressed with several models developed over different stages:
detection of users by bounding box or estimation of visible/non-visible land-
marks. In addition, in pre-processing data, automatic estimation of homography
between cameras and an automatic background remover would be necessary for
the approach to be robust in different deployment and heat conditions.
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